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Overview OpenShift

e Kubernetes Version from RedHat,
Some added features: _
OpenShift APl Server
* Container Registry/Image Streams

OpenShift Master

8 Kubernetes
.
* Also as OpenSource version OKD
" Kube Replication
ovailabl

Kubernetes Master

MASTER(S)

Manage, build, deploy & operate

POD Resistry

POD
y il Container
n -

EE——————
Kube Proxy

NODE(S)

Run containers and registries

https://blog.octo.com/wp-content/uploads/2015/05/Architecture-OpenShift-v3-OCTO-Technology-1024x619.png
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Prometheus Architecture

Prometheus metric format base for
Eczcbﬁgﬂfr:&tesf standard https://openmetrics.io/

Service

Application Prometheus

Discovery

e
Storage Dashboards

Source: Prometheus: Up & Running by Brian Brazil

Client
Library

3rd Party
Application
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https://www.safaribooksonline.com/library/view/prometheus-up/9781492034131/
https://openmetrics.io/

Prometheus OpenShift Monitoring

Monitoring the Monitor

prom-monitoring

* Prometheus exposes metrics

/ 90 \ about itself, which is used for
/ ,self-monitoring“:

* all targets available
ALERTMGR .

* notification working

* remote write working

External availability check:

e Alert chain via DeadMansSwitch
\ / alert,

e.g via check http from
naemon.




Prometheus OpenShift Monitoring

Long Term Storage and Alert Notifications

\ OMD sites provide
=== PROMETHEUS

OMD serverl prom-monitoring

Remote read:

Performance problems PROMETHEUS .
with high amounts of datay! 9090 | TROMETHEUS ; *  InfluxDB: to stored selected
| metrics via remote write
443 Grafana . G f . ] | the d
. INFLUXDB rafana: to visual the data
 Alertmanager: to receive the
webhook | M- ALERTMGR . alerts, deduplication and
| 4 notification
OMD serv&rz J Lcluste'fed *  Webhook (custom):
\ - to create / close incident ticket
Webhoo>\ < 443 ALERTMGR }—/ . .
in ITSM Solutions
N

Central solution:
e Oneinstallation can be used for

several clusters.

OMD-Service  Alertmanager and InfluxDB
should be local to the cluster.

Realm @amespace] host E.g. per datacenter.

label




e Grafana Dashboards:

* Cluster Overview

* Project Resources
* Prometheus:

* Alert Details

* Target overview



Dashboard Cluster Overview

Pods Overview
Hub local Osinfra « Cluster poc2~
Application Pod Limit used Maximum number of Pods on Compute Nodes

1660

Cluster Nodes Overview

Server Load over 15 Minutes (absolute) Nodes Status

Schedulable Current number of Running Application Pods
' 10.76 hour

Ready

Unschedulable S 54

«= PIDPressure 10.71 hour

== OutOfDisk
3/11 3/12 3 10.92 hour Running Pods per Node

5.36 day

Nodes not scheduling
\ ' 10.80 hour

5.38 day
e _ AN WA W R SO |
At JIANE L A g P U AR 5.39 day
0 - My . . ot M ’ LD
3/9

Memory Requests & Limits and Usage
140 GiB

Total Memory 1232GiB  1232GB  1232GB  123.2GiB Memory Usage per Project
116 GiB Compute Memory 308GB  308GB  308GB  30.8GiB

== Actual Memory used 12.7 GIB 13.2 GiB 12.9 GIB 12.8 GIB _ . _ 8:50 09:00 09:10 09:20 09:30 09:40
\ 2.761 GiB 2.729 GIB 2731 GIB

== Allocation Request 11.3 GIiB 11.3 GiB 11.3 GiB 11.3 GIiB
1.893 GiB 1.841 GiB 1.893 GIB
964 MiB 062 MIB o064 MIB
810 MiB 799 MIB 809 MIB
254 MiB 254 MiIB 554 MIB
214 MiB 214 MiIB 514 MIB
256 MiB 254 MiB 255 MiB
181 MiB 161 MIB 181 MIB
171 MiB 171 MiIB 171 MiB
168 MiB 168 MIB 168 MIB
162 MiB 149 MiIB 148 MIB

131 MiB 121 MiB 118 MIB
08:30 09:00 09:10 09:20 09:30 09:40

AAKAIR AT kAR AT AR




Dashboard Project Resources

Status Overview for Namespace

Project Quota CPU Requesis Project Quota CPU Limits

N/A

Project Quota Memory Requests Project Quota Memory Limits

N/A

sum of container CPU resource request / limi...

1.84GiB 1.73GiB 9.58 GiB

sum of container memory resource request / ...

requests.memory

requests.cpu
requests.pods

requests.storage

Memory Details

100.00%

Effective Memory Quotas

10.00 GiB 1.73 GiB

Effective Quotas

5.00 2.85
30.00 18.00

64.42 Bil 25.99 Bil

Memory usage (relative to allocation limit)

== actual dc-prometheus-5-7zlzr

== actual dsprometheus-node-exporterjvdwé
actual ds-prometheus-node-exportervz2i8

== actual ds-prometheus-node-exporter-xn7bq
actual ds-prometheus-node-exporter-kwfjs

actual ds-prometheus-node-exporter-mapijj

0%
08:50 09:00 09:10 09:20

Memory usage (for container kub...
76 MiB

57 MiB
38 MIiB

19 MiB

0B

== request avg 60.0 MiB

== dc-ksm-1-kfhxg 21.4 MiB

09:30 09:40 actual ds-prometheus-node-exporter-tldxe
Memory usage (for container oaut...

143 MIB 143 MiB

7.843%
1.556%
1.345%
1.349%
1.273%
1.164%

1.134%

7.432%
1.555%
1.341%
1.337%
1.265%
1.132%

1.129%

Memory usage (for container pro...

limit avg == limit avg

request avg

o a1 [l T

- request avg

100.0 MIE

50.0 MiE

Memory usage (total)
2.3GiB

1.9 GIB

1.4 GIB

954 MiB

477 MiB

0B
08:50 09:00 09:10 09:20 08:30 09:40

Memory usage (for container pro... Memory usage (for container pro...

76 MIB 143 MIB

57 MiB

38 MIiB

19 MiB

0B

== limit avg 64.0 MiB == limit avg

== request avg 20.0 MiB request avg

w= limit sum 2.260 GIB 2.260 GIB

== actual sum 810 MIB 801 MIB

Memory usage (for container pro...

o272 MiB

381 MiB

191 MiB

== dc-prometheus-5-7zlzr 523 MiB

- request avg 400 MiB
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Dashboard Alert Details

Cluster Alert Overview -~

HUB local Osinfra = cluster poc2~

Current Alerts for Cluster

2019-03-11 14:05:05 KubernetesinstanceDown g: WK CRITICAL

2019-03-11 14:04:17 KubePodNotReady s LS critical

Prometheus
2019-03-11 14:04:17 KubeDaemonSetRolloutStuck

2019-03-11 14:04:00 KubeNodeNotReady S: S A Ier‘ts
2019-03-11 14:04:00 KUDEAP'EWOFSHigh S. 1k O show annotations

2019-03-11 14:04:00 KubeAPIErrorsHigh s: U DeadMansSwitch (1 active)

alert: DeadMansSwitch
expr: vector(1)
labels:
priority: OK
selfmonitoring: "true"
severity: none
annotations:
description: This is a DeadMansSwitch meant to ensure that the entire Alerting pipeline
is functional.

summary: Alerting DeadMansSwitch

Labels State Active Since Value

FIRING 2019.03.08 19:0201. 11767761 +0000 UTC 1

KubeAPIErrorsHigh (0 active)
KubeAPIErrorsHigh (0 active)

KubeCPUOvercommit (O active)

alert: KubeCPUOvercommit
expr: sum(namespace_name:kube_pod_container_resource_requests_cpu_cores:sum)
/ sum(node:node_num_cpu:sum) > (count(node:node_num_cpu:sum) - 1) / count(node:node_num_cpu:sum)
for: 5m
labels:
event_id: "27200"
priority: medium
severity: warning
sub_source: cluster
annotations:
description: The CPU requests from container definitions of all pods in cluster
is larger than (All CPU) - (cpu resources of avg node).

summary: Overcommited CPU resource requests on Pods, cannot tolerate node failure.



Prometheus Targets

Service Discovery

. glusterfs-h%«eti (1/3 active targets)
kube-state-metrics (1/27 active targets)
kubernetes-apiservers (3/23 active targets)
kubernetes-cadvisor (8/8 active targets)
kubernetes-controllers (3/23 active targets)
kubernetes-kubelet (8/8 active targets)
node-exporter (8/8 active targets)
openshift-routers (3/23 active targets)
prometheus (1/22 active targets)

Targets

Al Unhealthy

1
| glusterfs-heketi (1/1 up)

Endpoint State

http://heketi-storage.glusterfs.svc:8080/metrics UP

kube-state-metrics (1/1 up)

Endpoint State

https://10.129.0.98:8080/metrics UP

kubernetes-apiservers (3/3 up)

Endpoint State
https://10.0.6.154:443/metrics UP
https://10.0.6.247:443/metrics UP
https://10.0.6.254:443/metrics UP

kubernetes-cadvisor (8/8 up)

Endpoint State

https://10.0.6.149:10250/metrics/cadvisor UP

Labels

glusterfs="heketi-storage-service" m
e="heketi-storage.glusterfs.svc:8080" J job="glusterfs-heketi”

Labels

instance="10.129.0.98:3080" § job="kube-state-metrics”

Labels

 component="apiservor | irsem"18 04 1547 | job="kubornet
provider="kubernetes”

instance="10.0.6.247:443" | job="kubernete
provider="kubernetes"
instance="10.0.6.254:443" | job="kubernete
provider="kubernetes”

-
o
=2
°
7

beta_kubernetes io arch="amd64" J beta kubernetes io os="linux"

glusterfs="storage-host” J| instance="10.0.6.149:10250" | job="kuberne

es-cadvisor” | kubernetes_io_hostname="N iy Bl ol "
logging_infra_fluentd="true” J| node="hemingway.int.consol.de" m

Last Scrape

1m17.327s ago

Last Scrape

22.125s ago

Last Scrape

46.504s ago

1m51.586s ago

19.4s ago

Last Scrape

1m2.681s ago

Scrape
Duration Error

9.363ms

Scrape
Duration Error

129.7ms

Scrape
Duration Error

163ms

361.4ms

88.09ms

Scrape
Duration Error

165.6ms



Prometheus Configuration Management

 Use Case: central configuration for several clusters,
need e.g. cluster specific labels, Alertmanger and InfluxDb connection

git server

Repo: .../infra-prometheus-config
.Iscripts/inframon_provision.sh / \
../config/prometheus.yml.template 0/760
Iconfig/rules/* “tor, reads

o : —
\ \ reload via url /-/reload

| T
« Separate prometheus configs per branch -
possible. e.g.: test and prod (default) heck for o,
a”Qes

_ On change of script or cmap
« Change: via PR of new ,test” branch to ,prod" terminate to restart cmap-prom-params J

with script / env
( conso

[etc/prometheus/...

S
upde




External storage of Prometheus metric data,

especially for Long Term Storage

 Federation:
* Scrape metrics from Prometheus as source
* Pro: limiting metrics scraped, can be queries in PromQL.
* Cons: timestamp from scraped Prometheus, original timestamp is lost
* Thanos Store:
e Store all metrics from Prometheus into block storage (e.g. S3)
* Pro: can be queries via Thanos Query in PromQL
* Cons: ALL metrics must be stored
e Remote Write/Read:

 Write selected metrics to another time series database (e.g. InfluxDB, Elastic, PostgreSQL Timescale,
Thanos Receiver(alpha))
Read Metrics via remote read mechanism

* Pro: limiting metrics exported, metrics keep original timestamp

e (Cons: remote read metrics access needs to transfer too much data to Read Prometheus
alternative

=> Our current choice: Remote Write To InfluxDB, Central Grafana Dashboards via InfluxDB data source

C consol



How to cope with large amounts of metrics

Use case: Metrics provided only very detailed, but aggregated metrics wanted.

Metrics With Very High Cardinality are e.g.
* Api-Server metrics:
 per API-URL and access method!
e CPU metrics: container cpu usage seconds total
* cAdvisor before v0.29/ before OpenShift 3.10: container cpu metrics only per single CPU Core!
* HAProxy metrics:
* Detailed metrics per route / service and implementing pod

* How to find the high cardinality metrics

PROMAQL: topk(30, count by (__name__, job)({ _name__ ="".+"}))




Influencing Metrics Stored

EC2, Kubernetes,
- Drop metric by name/labels (o nsul, efc. Intervals :
- add /drop label Scraping target : 2m

- Evaluation of rules/alerts: 2m

. rometneus recording rules:
Service p th 5 |
DISCO‘JEI‘)’ - compute aggregated metrics

Application

with reduced labels

Client

configuration: Libra ry
- add / omit sets of : Rules and Email, PagerDuty,
e Scraping Norts Alertmanager Chat etc.
Exporter

v

remote write: ‘ \
- drop metrics by name/labels
- add constant / drop labels

‘ Dashboards

3rd Party

Application




Reducing the Metric Volume for Long Term Storage

* Note:
Prometheus provides no mechanism to delete metrics in its time series DB, apart from
expired by retention time.

* Qur approach:
* Drop not needed metrics with high cardinalities during scraping

* Set the Prometheus storage retention to a few days.
Tradeoff between persistent storage volume and detailed analysis

 Use aggregate metrics for long term storage
* Only export specific metrics especially aggregated write remote write

* This is successfully running on OpenShift Clusters with upto ca. 55 nodes.



Links

Standard Metrics:

 “A Deep Dive into Kubernetes Metrics” from Bob Cotton
https://blog.freshtracks.io/a-deep-dive-into-kubernetes-metrics-b190cc97f0f6



Conclusions and Future Topics

Prometheus can already be used to monitor OpenShift 3.6 clusters and higher
Some limitations due to older Kubernetes service versions
High cardinality metrics:

* Many can already be dropped during scraping.
* Longer retention: keep mostly only aggregates in external influx DB

The presented solution can be used to consolidate metrics / alerts over several clusters in

central database and Dashboards.
Limitation only by geographical distribution and network availability

Open:

* High Availability and deduplication of metrics in central storage



Noch Fragen?
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